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Abstract

The aim of this study is to construct a model which can depict the activity of electrical appliances
inside residential households from the global electrical consumption, through the use of machine learning
algorithms. Several activity logs were used as a basis from which an algorithm could learn behavioural
patterns, and create a simulated activity pattern for a 24 hour period. Some of our models had errors of
100% due to a problem in the handling of the data, but most provided results ranging from 15% error
to negligible errors, providing adequate models of appliance use. We concluded that most of our models
were adequately trained, and sufficiently accurate to prove their worth, but that some improvements
should be made.
Keywords: Hidden Markov Models; Time Profile; Appliance Activity; Behavioural Patterns

1. Introduction

With buildings accounting for 36% of global energy
consumption and almost 40% of CO2 emissions [1],
it is necessary to optimize the consumption ef-
ficiency. Even though the supply side of this
equation is constantly being optimized, it is still
possible for consumers to optimize their household
energy consumption habits. In order to do this, the
patterns of consumption must be understood so
that occupants can be made aware of what habits
can and should be changed, so that the maximum
amount of energy can be saved.
One very convenient way to achieve this is through
the help of machine learning. This is an area which
has gained considerable momentum in recent years.
Due to the advantages it offers, it has become more
and more of a common tool for anyone examining
large amounts of data [2, 3].
The aim of this thesis is to show the accuracy of a
model based on Hidden Markov Models (HMM),
that can learn to predict, based on previously
recorded patterns, the use of electrical appliances.
This approach will, hopefully, be able to generate
explanations of energy use, which are easier to
understand, as opposed to trying to understand the
consumption in kWh. In addition to providing this
information in a more user-friendly manner, the
electrical consumption activity is also separated by
appliance.
This is achieved by first creating models which can
learn from a given set of data for the consumption

of a household, and predict that households future
consumption.
The concept of HMM has been used in a number
of studies in recent years regarding energy man-
agement [4–9]. Each of these provides a different
approach to how the models should be used,
from autonomous learning, to supervised learning,
looking at the effect of occupants actions on energy
efficiency, and in their own comfort. The final
purpose, is to show occupants their influence on
their energy consumption, and to encourage them
to monitor their own habits more closely.

2. Background

2.1. Markov Chains
A Markov chain is a model in which we have n dif-
ferent states, S0, . . . , Sn, and a transition matrix,
TM , which shows the probability of transitioning
from one state to another.

TM =


tm11 tm12 . . . tm1n

tm21
. . .

...
...

tmn1 tmn2 . . . tmnn


A basic assumption of a first order Markov chain,

is that the probability of transitioning to any given
state is dependent only on the previous state (for
nth order Markov chains, the transition is depen-
dent on the n previous states). So, for a given time
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t:

Markov Property 1 :
P (St|S1, S2, ..., St−1) = P (St|St−1)

(1)

With an initial probability distribution, πn,
which represents the probability of each state be-
ing the initial state. The probabilities of one state
transitioning to any of the possible states, as well
as the initial state distribution must add up to 1.

N∑
n=1

TMmn = 1 ∀m (2)

N∑
n=1

πn = 1 (3)

2.2. Hidden Markov Models (HMM)
Markov chains are useful in cases where we can cor-
rectly define the transition matrix, TM , and at each
time t, determine exactly in which state we are in.
However in some cases, we would have only access
to a series of observations, o0, . . . , on, each being re-
lated to a specific state.
With an HMM, we can infer from our observed data
in what state we would find ourselves in at any given
time. This is the hidden aspect of our model.
These observations follow another assumption, that
any observation at time t is dependent only on the
state at the same given time (again in the case of a
first order chain).

Markov Property 2 :
P (ot|S1, S2, ..., St, o1, o2, ..., ot−1 = P (ot|St)

(4)

A new set of variables can then be defined,
the emission probabilities E. These provide the
probability of having an observation at a given
time t given the state at that time.

eSn
(ot) = P (ot|Sn) (5)

2.2.1 The Forward Algorithm

The first step in determining our HMM parameters,
TM , and E, is finding out the probability of having
a sequence of observations, given an initial estimate
for these same parameters:

P (O|TM,E)

where O is a sequence of observations on.
We begin by imagining we know the sequence of
states and calculating the probability of obtaining
our sequence of observations given that particular
state sequence. In other words:

P (O|S) =

T∏
t=1

P (ot|St) (6)

Of course, we don’t know what the sequence of
states is, so we will have to compute every possible
combination of states by using the joint probability:

P (O,S) =
P (O|S)× P (S) =∏T

t=1 P (ot|St) ×
∏T
t=1 P (St|St−1)

(7)

And summing over all possible state combina-
tions:

P (O) =
∑
S

P (O,S) =
∑
S

P (O|S)× P (S) (8)

This would mean we would have to calculate joint
probabilities for NT different combinations, which
becomes unfeasible for a large amount of states and
observations.
The forward algorithm uses a different method,
which stores intermediate values to calculate the
probability of a sequence as it moves forward. It
will do this by creating a table of values:

αt(n) = P (O,St = n|TM,E) (9)

These values are the forward path probabilities,
and they represent the probability of being in state
n at time t after having observed a previous se-
quence of observations. Each value is calculated
by summing the probabilities of each possible path
which could lead to this state. For any given value
this means:

αt(n) =
∑M
m=1 αt−1(m)× tmmn × eSn

(ot)
1 ≤ n ≤ N, 1 < t ≤ T (10)

With:

α1(n) = πn × eSn(o1) (11)

2.2.2 The Viterbi Algorithm

While in section 2.2.1, we advanced with the algo-
rithm knowing which state we were moving to, in
this case we would like to discover which sequence
is more probable, given the transition matrix and
the emission probabilities, as well as a sequence of
observations. It would be possible to use the for-
ward algorithm for each possible state sequence,
and choose the one with the highest value, how-
ever, for large amounts of states this would become
unfeasible due to the exponential growth of pos-
sible state sequences. We use instead the Viterbi
algorithm. This algorithm is similar to the forward
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algorithm, with the difference that instead of using
the sum of every possible transition from t− 1 to t,
it uses only the maximum value. This maximum is
then used in conjunction with the maximum value
of the transition from t to t+1 to discover the most
probable sequence, while saving the previously used
sequence with backpointers bp.
Mathematically speaking we have the initial condi-
tions:

v0(n) = πneSn
(o1), 1 ≤ n ≤ N (12)

bp0(n) = 0 (13)

And for subsequent states:

vt(n) =
M
max
m=1

vt−1(m)× tmmn × eSn(ot)

1 ≤ n ≤ N, 1 ≤ t ≤ T
(14)

bpt(n) =
M

argmax
m=1

vt−1(m)× tmmn × eSn
(ot)

1 ≤ n ≤ N, 1 ≤ t ≤ T
(15)

Once we get to the final state, the algorithm
will use the backpointers to find which sequence of
states was the most likely to occur.

2.2.3 The Baum-Welch Algorithm

The final step in our computation, is to use the
Baum-Welch algorithm [10] to discover the param-
eters of our HMM, when given an observation se-
quence and the possible states.
In order to do this we will need a variable called
the backward path probability, which is defined as
the probability of having a sequence of observations
from time t+1 until the final time, T , given the state
we are in at time t:

βt(n) = P (O+|St, TM,E) (16)

Where O+ is a sequence of observations after time
t. In a very similar way to the forward path proba-
bility, each value is calculated through the previous
value:

βt(m) =
∑N
n=1 βt+1(n)× tmmn × eSn(ot+1)
1 ≤ n ≤ N, 1 ≤ t < T

(17)

With a special final probability which gives us
the probability of transitioning to a final state, F ,
which is used to obtain βT (m):

βT (m) = tmmF , 1 ≤ m ≤M (18)

We are now looking to find the probability of be-
ing in a state m at time t, and being in state n at
time t+ 1:

ξt(m,n) = P (St = m,St+1 = n|O, TM,E) (19)

To do this, we start with an intermediate value,
which is similar to equation 19, but which adds the
probability of having had a sequence of observations
prior to t:

intermediate ξt(m,n) =
P (St = m,St+1 = n,O|TM,E)

(20)

This intermediate value will use many of the val-
ues we have discussed previously:

intermediate ξt(m,n) =
αt(m)× tmmn × eSn

(ot+1)× βt+1(n)
(21)

Since the probability of having a sequence of ob-
servations given the parameters is simply:

P (O|TM,E) = αT (SF ) = βT (SI) (22)

Where SI and SF are the initial and final states,
respectively, and knowing that:

P (X|Y,Z) =
P (X,Y |Z)

P (Y |Z)
(23)

We get our value for equation 19:

ξt(m,n) =
αt(m)×tmmn×eSn (ot+1)×βt+1(n)

αT (SF )

(24)

If we are looking to know the probability of tran-
sitioning from one state m to another state n, we
will need to divide the total number of transitions
from m to n by the total number of transitions from
m to any state. Since equation 24 gives us the tran-
sition probability from m to n at time t, we have
only to sum over all time steps to discover the to-
tal number of transition from m to n. By summing
all possible transitions from state m, we have our
estimate for tmmn:

tmmn =

∑T
t=1 ξt(m,n)∑T

t=1

∑K
k=1 ξt(m, k)

(25)

As for our estimate for the emission probabilities,
we follow a similar logic. Again, we are looking to
find the number of times we obtain an observation
ot while in state n and dividing this by the total
number of times we were in state n. We begin by
calculating the probability of being in state n at
time t:

γt(n) = P (Sn = n|O, TM,E) (26)
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And again, using equation 23 we obtain:

γt(n) =
P (Sn = n,O|TM,E)

P (O|TM,E)
(27)

Summing equation 27 over all time periods where
we observed our chosen value ot will give us our
numerator, while our denominator will be the sum
of equation 27 over all time steps.

eSn(ot) =

∑T
t=1 γt(n) where we have ot∑T

t=1 γt(n)
(28)

With equations 25 and 28, we are able to obtain
values for TM and E, therefore obtaining all
the parameters we would need for our complete
HMM, using these to start our next iteration of
this algorithm (the initial estimate is given by the
user).
These algorithms iteratively compute the transi-
tion and emission probabilities, given an initial
estimate, using the final estimate of an iteration
as the initial estimate of the following iteration.
This continues until a limit is reached, which
could be when the difference between the results of
consecutive iterations is below a certain value, or
a pre-defined maximum number of iterations was
performed.

3. Implementation
3.1. Datasets
In this study, three different datasets were used to
train and validate our model.
The first dataset was a small dataset from a woman,
aged 28 years old, who tracked her activities in
her apartment for 7 days in July 2016 and for 28
days in November 2016 [11]. The apartment had
two stories, with a kitchen, dining room, and living
room on the first floor, and bathroom, bedroom,
and study room on the second floor.
The second dataset was collected during a research
project called ” A sua casa a sua energia”, co-
ordinated by IST and supported by ERSE (the
national energy services regulator) that aimed
at promoting energy efficiency in the electricity
consumption of residential sector by generating
automatic energy efficiency advices for families
based on detailed electricity consumption. It
includes hourly electricity consumption from more
than 400 (although only 132 were actually used)
houses across all Portugal mainland for two years.
Our final dataset was taken from a study where
the authors took measurements of 10 houses (the
publicly available data offers only 6) over two
months time [12]. Each house provides power
measurements for different circuits of each house,
each powering a specific appliance.

3.2. Data Manipulation for HMM Training
In order to try and eliminate the standby power
component of readings, which would make the
model believe the appliance was being used, some
changes to the data were made to first and third
dataset, as the second had already had these
changes made.

3.2.1 First Dataset

In the first dataset, we have a reading for each
appliance, each time the total power reading of
that appliance changes.

Date Time Power Readings
25/07/2016 18:28:04 1305
25/07/2016 18:29:06 1314
25/07/2016 18:30:04 1322
25/07/2016 18:31:06 1330
25/07/2016 18:32:03 1337

Table 1: Five lines taken from the excel file for the
first dataset, prior to manipulation.

However, we had no way of knowing if each read-
ing is caused by an actual use of the appliance, or
by the standby power of the appliance being con-
nected to an outlet. To counter this, we count the
amount of times there is a change in the power read-
ings each hour, and sort this amount into lists of 24
elements, for each different day, giving us a list like
so:

[12, 1, 5, 9, . . . , 10, 7, 23]

We then find the average number of counts in
each hourly period, and compare each entry of the
previously elaborated lists to this average. Each
time the list entry is larger than the average, we
assume the appliance was used during that hour,
otherwise, we assume it was not. In the end, we
obtain several lists, one for each day, of at which
hours each appliance was on or off:

[1, 1, 0, 0, . . . , 0, 1, 0]

3.2.2 Third Dataset

In this dataset, some lower values for power
readings repeated themselves over substantial
lengths of time, interspersed with higher values,
indicating that these were most likely caused by
the appliances being in standby mode, rather than
being used. These values were therefore counted
as instances where the appliance was not being
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used, and removed from our excel file. In this
case, we elaborated lists, as with the first dataset,
with 24 elements, for an hourly estimate, and a
list with 96 elements, for each quarter hour in a day.

3.3. HMM Training and Sampling

The data from every house, in each dataset, was
accumulated, and used to train a single model for
each appliance, as there was not enough data to
accurately train a model for each individual house-
hold. For each day in the dataset, the 24 element
list (or 96 element list) of hours (or quarter hours)
in which an appliance was used was provided to the
model. Using this data, and our initial estimate
for the transition matrix, our model calculated the
probability of seeing activity in each chosen time
period, hourly or 15 minute intervals, through a
Gaussian distribution.
Because our standard deviation was close to the
mean, with some individual samples we obtained
results outside of our scope of 0 to 1 (a problem
described in [13]). To circumvent this problem,
we take 100 samples from our HMM, and use the
average value to create our modeled time profiles,
which removes some or most of the uncertainty
associated with this issue.

3.4. Validation

In order to validate the trained HMMs, we started
by proving the general concept. Due to the fact
that the data from [11] was not as extensive as the
remaining datasets, we used the data to construct
a histogram of the use of each appliance in a 24
hour period, which were then compared to models
created by the HMMs. Since this might not be
the most reliable of validations, as the data used
for comparison is the same data used to train our
HMMs, which removes some of the objectivity, we
will also have the final estimate of the transition
matrix to aid us. As discussed in section 2, this
estimate will converge towards a more correct
value. By initializing the learning algorithm with
different initial estimates, we can verify whether
these converge towards the same value, indicating
that the final value is correct.
For the remaining datasets, we are able to remove
a few random days from the available data without
interfering with the learning process, since there is
a large amount of data. We can then compare the
trained model to the actual data, which was not
used to train the model, therefore removing some
of the bias we had during the validation of the first
dataset. We also proceed in the same manner as
before in regards to the transition matrix.

4. Results and Discussion
Each image spans 24 hours, with the histograms
showing a curve of what the ideal model should
look like.
The values of the y axis, correspond to an approx-
imation of what the probability of the appliance
being in use is. These values may not be entirely
correct, as when looking at individual samples, as
discussed in section 3.3, so we should consider them
more as indicative, rather than exact probabilities.
The y values for the histograms correspond to the
weighted probabilities of each hourly period. Due
to this, we have steep drops on either end of the
histogram, which would not necessarily happen in
a real situation.
We plotted a total of 100 samples taken from
the model of each appliance, in order to obtain
a consistent time profile for each appliance,
and then averaged all the samples taken, and
obtained a single time profile, which should illus-
trate the activity of each appliance on a normal day.

4.1. First Dataset

Figure 1: Modeled daily time profile for the exhaust
for the first dataset.

Figure 2: Histogram for the exhaust from the first
dataset data.

When looking at figure 2, we would expect a
uniform level of activity. In figure 1, however, we
have several peaks of activity throughout the day,
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which means that our model failed to accurately
depict this appliances behaviour. This is most
likely due to a large proportion of our data varying
from the average, inducing our model to detect a
false pattern. This may simply mean our dataset
is too small, causing only a few deviations to
greatly affect our model. The more plausible
explanation, however, is that the way in which our
data was handled, as described in section 3.2.1, has
caused the data to be mislabeled. Since we have
comparisons between average use, of an appliance
whose average use varies very little, we have several
mislabeled instances of the appliance being on or
off.

Figure 3: Modeled daily time profile for the water
heater for the first dataset.

Figure 4: Histogram for the water heater from the
first dataset data.

The water heater also shows some noisy be-
haviour, however, we can still discern the desired
pattern in figure 3, which would confirm our
previous theory for the exhaust, that the error
was due to data mishandling, and that the small
amount of data causes only some noise. The water
heater tends to be most in use during the night.
Since our occupant is away during the day, this
would make sense, as there is no need for water
heating when no-one is home. It is also likely that
is more efficient and/or cheaper to have water

heated at night, during the off-peak period.

Figure 5: Modeled daily time profile for the stove
for the first dataset.

Figure 6: Histogram for the stove from the first
dataset data.

Figure 6 shows the model was able to discern the
three peaks in figure 6 with the third being divided
into two ”subpeaks”, which correspond to each of
the three daily meal times.

We now look at three attempts with differing
initial values for the computed transition matrices
for each appliance. The initial value was randomly
chosen for every appliance on the first attempt.
On the second attempt, each value was changed
to a value which differed greatly from the final
estimate values obtained on the first attempt.
For the final attempt, a value different from both
previous attempts was given, in order to completely
corroborate the previous results.
Looking at table 2, we have the lowest and highest
value obtained for each state transitions probabil-
ity, as well as the average value of our final results.
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Appliance
Final

Lowest/Average/Highest
Transition Matrix Values (%)

Exhaust

80/80.61/81.82 18.18/19.39/20

22.22/23.15/25 75/76.85/77.78


Water Heater

−/72.73/− −/27.27/−

−/37.5/− −/62.5/−


Stove

10/53.33/90 10/46.67/90

20/63.33/90 10/36.67/80


Table 2: Highest, lowest, and average values for
each component of the final transition matrix for
each appliance in the first dataset.

The water heater provided consistent results, as
every initial estimate resulted in the same final
transition matrix. Coupled with our model, we can
be confident that this appliances behaviour is well
predicted.
The remaining appliances provided results which
were the opposite of what was expected, with the
exhaust providing adequate results, and the stove
always remaining the same as the initial esimate.
This shows that both validation methods must be
examined together, as neither can be fully relied
upon by itself.

For the final part of this first dataset, we tried
a method seen in [5]. Instead of modeling each
appliance individually, we will try to model which
appliance is being used at each time. We used the
dishwasher, stove, and water heater, and attempted
to differentiate between daytime use and nighttime
use. Each activity was assigned a number, with
dishwashing being 1, cooking being 2, bathing be-
ing 3, and night time adding 4 to the number.

Figure 7: Modeled daily time profile for the activi-
ties for the first dataset.

As we can see from figure 7, this approach is un-

feasible with the current algorithm, since, although
there is some consistency, the large variance shows
that the model cannot replicate several similar
results. We also have the problem of the Gaussian
distribution mentioned in section 3.3, which may
sometimes return negative values, as evidenced in
figure 7. Since we are unable to take an average, as
we are looking for exact values, we did not pursue
this approach.

4.2. Second Dataset

Figure 8: Modeled daily time profile for the washing
machine from the second dataset.

As we can see from figure 8, we have two areas
of activity, showing the trend of washing clothes
during the afternoon, or at night. The validation
data in confirms this with the large peaks that fall
inside the areas we would expect to find activity.
We do have some extra activity which fall outside
our modeled time frames, but these are likely
variations within our larger dataset.

Figure 9: Modeled daily time profile for the dish-
washer from the second dataset.

The dishwasher data from this dataset shows
that people wash their dishes at the end of the day,
while the constant activity may be explained by
the standby power consumption from having the
dishwasher connected to an outlet.
The validation data in figure 9 is consistent with
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what we would expect after looking at our model,
even with peaks during the day being taller than
our modeled average, since, once again, our model
was trained with extra data.

From looking at table 3, the washing machine
gave very good results but the dishwasher had a
greater variation. However, this was because one of
the estimates was far from the others, as seen by the
average value which is closer to the highest value,
because of the much different initial estimate. This
stresses the importance of a precise initial estimate.

Appliance
Final

Lowest/Average/Highest
Transition Matrix Values (%)

Washing
Machine

60.72/63.36/68.64 31.36/36.64/39.28

31.35/33.99/39.27 60.73/66.01/68.65


Dishwasher

49.69/68.39/77.75 22.25/31.61/50.31

22.25/40.96/50.33 49.67/59.04/77.75


Table 3: Lowest, average, and highest values for
each component of the final transition matrix for
each appliance in the second dataset.

4.3. Third Dataset

For the third dataset, each appliances consumption
profile was modeled in both hourly intervals and 15
minute intervals.

Figure 10: Modeled daily time profile for the refrig-
erator from the third dataset. Hourly intervals.

Figure 11: Modeled daily time profile for the refrig-
erator from the third dataset. 15 minute intervals.

Both figures show that people use their refrig-
erator less when they are not home during the
day, but both show that our model encounters
difficulties when trying to model the behaviour of
a refrigerator.

Figure 12: Modeled daily time profile for the dish-
washer from the third dataset. Hourly intervals.

Figure 13: Modeled daily time profile for the dish-
washer from the third dataset. 15 minute intervals.

The overall profile shows activity occurs in
between meal times, with the space between
breakfast and lunch having merged, with a dip
before dinner, and a rise afterwards. This makes
sense, as we would expect occupants to start their
dishwashers after having had their meals. The
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validation indicates our model was accurate, but
shows that it is possible to have a variation from
the average, with the last peak in figure 13.

Figure 14: Modeled daily time profile for the bath-
room from the third dataset. Hourly intervals.

Figure 15: Modeled daily time profile for the bath-
room from the third dataset. 15 minute intervals.

In our third dataset, some circuits were joined
together, as is the case of our bathroom variable,
in which our appliances remain unspecified within
our dataset. We assume that this model applies
to any appliances which are typically used inside
bathrooms.
Both models show that power consumption in
the bathroom has a peak during the morning,
which accounts for occupants having different
sleep patterns, including those who do not work
and weekends. The last peak accounts for the
occupants last use of the bathroom in the day,
before going to bed, while the remaining activity is
normal use of a bathroom during the day, which
has no constant pattern. During the night we see
no activity whatsoever, as occupants are all asleep
during this time. The validation results corroborate
our results, with some minor differences, which still
fall within our acceptable error.

Appliance
Final

Lowest/Average/Highest
Transition Matrix Values (%)

Bathroom

 −/50/− −/50/−

−/31.58− / −/68.42/−


Refrigerator

42.10/56.99/86.75 13.25/43.01/57.9

13.25/28.13/57.9 42.1/71.87/86.75


Dishwasher

28.56/− /28.57 71.43/− /71.44

25.01/26.68/30 70/73.32/74.99


Table 4: Highest, and lowest values for each compo-
nent of the final transition matrix for each appliance
in the third dataset.

For this third dataset, on our first attempt at
estimating the transition matrices, the same value
was given for every appliance. On the second
attempt, values which differed greatly from the
results of the first attempt were given, and on the
final attempt, we gave values which were either
vastly different from, or an intermediate value
between, the two previously given values.
For the bathroom and dishwasher we appear to be
able to confirm our earlier results, and be confident
that our models were accurate in their description.
As for the refrigerator, we have larger differences,
although the average values are clearly closer to
one end of that interval than the other. This means
that this model relies more on a more precise initial
estimate than others, which means it may not be as
accurate. Given our poor results for this appliances
time profile, we can conclude that this model was
inaccurate, and that a different approach is needed
to model the behaviour of a refrigerator.

5. Conclusions
From our results, we are able to conclude the
effectiveness of the model, however, the data needs
to be properly organized and handled, in order to
avoid mistakes such as in the first dataset. Most
appliances can be accurately modeled, but the
model is not as precise when modeling appliances
with uniform behaviour.
We have showed that our program is able to
learn from past patterns and model future activity
patterns, which could be very helpful in showing
occupants what their habits are, and, if they so
wish, what they can change in order to improve the
energy management of their own home. There are,
several steps which can be taken to improve the
accuracy of these models, the most important of
which would be to have occupants, or some form of
automatic detection, log each use of each appliance,
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and the duration of said use. This would eliminate
the errors obtained from readings due to standby
power, as well as being able to provide data with
accuracy of up to seconds. It is better to sort
the data into more precise time intervals, as this
added resolution gives us more exact information
about the times in which the appliances are being
used. It is important not to sort too much though,
since each sorting generally lowers the probability
of finding activity within that time period, which
could lead models to believe that the probability of
activity is lower than it is, or below 0.
Overall, we have been able to create a time profile
of each individual appliance, which will, hopefully,
provide an easy to understand explanation of where
the electric consumption of a household is being
spent, at any given time, which will help occupants
to better understand their own consumption
patterns.

Acknowledgements
The author would like to thank Carlos Silva, for
helping me to complete this dissertation, by pro-
viding an interesting topic, and guiding the author
through this experience, their parents, for always
being incredibly supportive and understanding,
their fellow members of the PPB, and Diogo
Carvalho for helping to put this dissertation on the
right track.

References
[1] Organisation for Economic Co-Operation and

Development, editors. Energy Technology Per-
spectives 2017: Catalysing Energy Technology
Transformations. 2017.

[2] J. Baker. The dragon system–an overview.
IEEE Transactions on Acoustics, Speech, and
Signal Processing, 23(1):24–29, February 1975.

[3] F. Jelinek, L. Bahl, and R. Mercer. Design of a
linguistic statistical decoder for the recognition
of continuous speech. IEEE Transactions on
Information Theory, 21(3):250–256, May 1975.

[4] Sunyong Kim and Hyuk Lim. Reinforcement
learning based energy management algorithm
for smart energy buildings. Energies, 11(8),
2018.

[5] Joakim Widén and Ewa Wckelgrd. A high-
resolution stochastic model of domestic activ-
ity patterns and electricity demand. Applied
Energy, 87(6):1880 – 1892, 2010.

[6] A. A. Alyafi, M. Pal, S. Ploix, P. Reignier,
and S. Bandyopadhyay. Differential explana-
tions for energy management in buildings. In

2017 Computing Conference, pages 507–516,
July 2017.

[7] Monalisa Pal, Raunak Sengupta, Sanghami-
tra Bandyopadhyay, Amr Alzouhri Alyafi,
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